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MECOR LEVEL ONE

BIOSTATISTICS I

I. 
Goals/objectives:

The major goal of the Biostatistics section is to familiarize students with the descriptive and analytic roles of Biostatistics.  The course will emphasize a conceptual rather than a mathematical approach.  The computerized learning modules for statistics will reinforce the concepts introduced in these discussions.


1. 
Gain an understanding of the role of statistics in describing data.


2.
Discuss the differences between a population, a sample, and an 



individual.


3.
Review types of data frequently encountered in medical literature.  


4.
Define and use measures of central tendency and dispersion; define and calculate standard error and 95% confidence intervals.

II. 
Descriptive statistics


A. Populations, samples, and individuals



1.
We deal on a daily basis with a fundamental problem in medicine: We see patients with medical conditions requiring treatment that itself may involve risk.  How do we predict, or even guess, how an individual patient will respond?  At best, we must rely on experience--our own and that of our colleagues--to make the best decision regarding treatment for our patients.  In other words, we are forced to assume that the reported experience of groups of patients undergoing a given treatment will show us how the individual patient in our clinic is likely to respond.  Yet because individuals can be so variable, we can never get away from the uncertainty involved in this assumption.  Nevertheless, we can take steps to understand and minimize this uncertainty.



2.
Let's say we are interested in knowing about blood pressure for U.S. medical students.  (Higher because of stress?  Lower because of healthy lifestyles?)  The ideal way to study this would be to measure the blood pressure of every medical student in the country, or the entire population of U.S. medical students.  This would give us the most complete and accurate information.




Of course, this is not feasible.  The usual approach then, involves selecting a sample of medical students.  We assume that the sample we ended up with can stand for, or represent, the larger population.  So, if we see an average blood pressure of, say, 122/73 in our sample, we assume that it is reflective of the blood pressures in the entire population and that the average blood pressure of the population is around 122/73.




However, it may not be!  Whenever we choose out a sample from a larger population, there is some risk and uncertainty.  It is possible that the sample we ended up with is poorly representative of the larger population.  For example, we might just end up with a group that has blood pressure higher, on average, than the larger population.  Nevertheless, a sample is the best we can do, and we usually assume that the sample can stand for the larger population, recognizing the uncertainty involved.




Whereas some uncertainty exists in assuming that a sample adequately represents the larger population, even greater uncertainty exists in making a guess about a single individual based on what you've seen in a sample.  Although the average blood pressure based on your sample was 122/73, any one individual could be well above or well below that.  Still, the information from samples is the best we can do.  The remainder of our conversation today will show how we can use statistics to deal with information (and uncertainty) from samples and help us make clinical decisions.


B. Summarizing data



1.
The major role of descriptive statistics is to summarize data to make it comprehensible and readily interpretable.  



2.
In summarizing a body of data, important information may be lost.


C. Types of data



1.
Two basic classes of data: continuous and categorical.



2.
Continuous data are those that can have any value within an acceptable range.  Examples are blood sugar, age, [K+]



3.
Categorical data describes categories and is frequently used for subject characteristics.  Ideally, a subject is either in a given category or not.  Some examples include gender (a subject is either male or female), vital status (alive or dead), disease status (you either have lung cancer or you don't).



4.
Note that the categories should not be overlapping and that they should cover all of the possibilities.  (For example, the variable HAIR COLOR with categories of blond and brown is poorly conceived, because it leaves out redheads.  Blond and not-blond is OK because all subjects could be put in one of these two categories.)



5.
Continuous data can be made categorical.  For instance, cigarettes smoked per day is continuous (one can smoke any number of cigarettes between zero and ??? in a day), but can be made categorical (Non-smoker vs. 1 pack per day or less vs. more than one pack per day).  


D. Summarizing categorical data



1.
Make sure the categories don't overlap and cover all the possibilities (What about the smoking example above?).



2.
State the number and/or percentage of the population in each category. (Simple, eh?)


E. Summarizing continuous data



1.
We need to address two characteristics: the central tendency and the dispersion.  These characteristics can best be appreciated by drawing the distribution.



2.
The central tendency is where the data seem to be "lumped."  The central tendency can be described by the mean, the median, or the mode.




a.
The MEAN is the arithmetic average.  Just add up all the values and divide by the number of subjects.  With three people in a room aged 25, 30, and 38, the mean age is 93/3=31 years.




b.
The MEDIAN is the point at which half the remaining values are below and half the remaining values are above.  With four people in a room aged 25, 30, 35, 45the median is 32.5 years (you split the difference between the second and third person here because there happens to be an even number of persons).  If the 45 year-old walks out, the median age is 30, because half the remaining population is younger and half is older. 




c.
The MODE is the most common value.  It's not used very much.



3.
Dispersion describes how wide the distribution of the data is. This can be characterized with the range or percentiles




a.
The RANGE indicates the lowest and highest values.  Interesting, but we can do better.




b.
PERCENTILES are much more useful.  Conceptually, this involves putting all the data in order from lowest to highest, and identifying points with a given percentage of subjects below that point.  For age, we identify the 0 percentile as the lowest value (i.e., the youngest person).  The 25%-ile is the age at which 25% of the population is younger, and 75% is older.  The 50% percentile is the age at which half the population is younger and half the population is older (also known as the median).  The 100%-ile is the highest age.





This example breaks the population into quartiles.  You might wish to choose tertiles, quintiles, deciles, etc.  




c.
The STANDARD DEVIATION describes the distribution by relating it to an area under a distribution curve.  It is most valid for normal bell-shaped symmetrical distributions.  It becomes less valid when the distribution of the data is not normal, bell-shaped, and symmetrical.  The standard deviation is the point such that the mean value minus the standard deviation to the mean value plus the standard deviation includes about 2/3 of all the data.  For example, if the mean birth weight is 3.5 kg with a standard deviation of 1 kg, approximately 2/3 of all babies weigh between 2.5 and 4.5 kg.  Approximately 95% of all birth weights will be within 2 standard deviations of the mean (i.e., 1.5 to 5.5 kg).



4. 
Getting a fix on the true mean of a population—the standard error of the mean and the confidence interval




a.
Let's say our desire is to know the true mean cholesterol of the huge underlying population of all college-educated women aged 20-30 in the U.S.  Clearly, the best way to learn that would be to draw the cholesterol on all such women in the U.S.  That’s obviously not possible.  We could use the sample of 28 women drawn from the Medical School class (See data at end of these notes.)  Although we don’t have the resources to draw everyone in the underlying population of millions of women, this sample could stand for, or represent, the large underlying population.





So what is our "best guess" as to the true mean for that large underlying population?  You guessed it--it’s simply the mean of the sample of 28 persons we were able to draw, in this case 158.  But we have to recognize that we only drew 28 persons--by simple luck of the draw these 28 could have been on average a little higher, or a little lower, than the large underlying population that they represent.  So we need to think of a reasonable range for what the true cholesterol for all women could be.





This is where the STANDARD ERROR OF THE MEAN comes in!  Arithmetically, it’s equal to the standard deviation (our measure of the dispersion that we saw in our sample) divided by the square root of n--the number of people who make up our sample.  The mean + 2 SE’s gives us a 95% CONFIDENCE INTERVAL for what the true underlying mean for the large underlying population is.  When drawing a sample with "n" persons in it from a large underlying population, we have a 95% chance that the true mean of the underlying population is within that 95% confidence interval.





In the cholesterol case, the sample mean for our 28 women is 158.  This is also our "best guess" estimate for the true mean of the underlying population.  Since we were only able to draw 28 women, the standard error of the mean is: 24 (i.e., the standard deviation) divided by the square root of 28--all put together this equals an SE of 4.5.  So, based on our sample of 28, our "best guess" estimate for the true mean of the underlying population is 158, but it could be as low as 149 or as high as 167.  (This is the mean we saw in our sample + 2 SE’s.)  149-167 is our 95% confidence interval--we have a 95% chance of including the true mean of the underlying population within that interval.





If we needed to know with greater precision what the true mean was for the underlying population, we could draw a larger sample size.  This would lead to a smaller SE (because you divide by the square root of the sample size to find the SE) and a narrower confidence interval.  That is a perfectly common-sense feature:  You would have more confidence that your sample mean reflects the large underlying population if it is based on a large sample rather than a small one--so it's no surprise that a larger n, or sample size, leads to a smaller SE and narrower confidence interval.





Note this important difference between the SD (standard deviation) and the SE (standard error): The SD is used to talk about the dispersion of your data.  The SE, in contrast, is used to develop a confidence interval for what you think the true mean of the large, underlying population you feel your sample represents.





===>
Bottom line: The standard error is used to calculate a confidence interval about an observed mean.  It provides us with a reasonable or likely range for the mean.  The range narrows or tightens when the confidence interval is calculated based on a large number of subjects; it broadens when it is based on a small number of subjects.

Another example: 

Your wish:  To know the true mean birth weight of all babies born in the U.S. in the last year.

Reality check:   To get the exact answer, ideally you’d have to find the birth weight of every baby born in the U.S. in the last year!  You don’t have the dinero to do this.

The compromise:  You’ll have to be content with drawing a sample of baby weights to represent this huge, underlying population.  You have resources to sample 25 births.

The results:  In your sample of 25, you find a nice bell-shaped distribution of weights.  The mean weight from your sample of 25 births is 7.0 pounds, and the standard deviation is 1 pound.  What is the true mean for that huge underlying population?  Well, your best guess is that it is simply the mean for the sample of births you drew--7 pounds.  But in any sample of 25, there’s a chance you might have drawn a bunch of babies that, by luck of the draw, were just higher (or lower) than the average.  So we need to recognize this and develop a reasonable range for what we think the true mean of the large underlying population is, based on what we saw in our sample.  Well, this is a job for the standard error of the mean!  In this case it’s 1.0 divided by the square root of 25-->the SE is 0.2 pounds.  So-- our best guess for the true underlying mean of the large underlying population is 7.0 pounds, but it could be as low as 6.6 or has high as 7.4 pounds.   That’s the 95% confidence interval--we’ve got a 95% chance that the true mean of the underlying population is in that range, based on what we saw in our sample of 25.

In the next round, you realize you need to have a tighter fix on what the true underlying mean is.  The solution is to beg, borrow, or steal to get the resources to increase your sample size.  Let’s say you’re able to add another 75 babies to the sample, for a total of 100 babies.  Your sample mean has changed a tiny bit to 7.05 pounds with the addition of 75 new baby weights.  The standard deviation you saw is still 1.0 (although it could have changed a bit as well with the addition of 75 new values).  Now, our standard error of the mean is: 1.0 divided by the square root of 100---the SE is 0.1 pounds.  So--our "best guess" for the true mean of the underlying large population, based on what we saw in our sample of 100, is 7.05 pounds.  A reasonable range (95% confidence interval) for what this true mean is extends from 6.85 up to 7.25 pounds (the sample mean + 2 SE units).

The common-sense bottom line here is that the sample will reflect the population from which it’s drawn, so we can use it to get a "best guess" estimate for what the true mean is for that huge underlying population.  We’ll have a better fix on what the reasonable range is for the true population mean if we draw a larger sample.  You can see the 95% confidence interval for baby weights narrowed when we had a sample of 100 vs. when we had a sample of only 25.

A note of caution:  Remember, the sample should reflect, or be representative of the underlying population you’re trying to get a fix on.  In the cholesterol case, we felt that the 28 women couldn't be taken to represent the entire population of U.S. women.  We can be more comfortable with saying they represent the underlying population of similar women--those in the 20-30 year age group and with college educations.  In the birth weight case, you might be going out on a limb if you take your sample from a hospital with an upper-income clientele and try and argue that your mean and it’s confidence interval applies to the population of all babies born in the U.S.  You would be safer saying that it applies to the population most similar to your sample--all babies born to upper-income families.  By the same token, you wouldn’t want to claim that a mean and confidence interval based on a sample taken from a county hospital serving an indigent population would be representative of all babies born in the U.S.

We’ve used the SE to give a 95% confidence interval about mean weights, cholesterols, heights, etc.  It can also be used to give a 95% confidence interval for estimates of relative risk, odds ratios, survival rates, etc.  For example, if you did a small study looking at the relative risk of lung cancer in smokers vs. non-smokers, you might see a relative risk of 10.0 for smokers.  But since it was a small study with a small "n," the standard error of the mean and the 95% confidence interval for the true relative risk would be really large-- say, 3.0 to 17.0.  If you need a better fix on what the true relative risk is, you’d have to do a larger study with a larger "n" to narrow your SE and confidence interval.

A "take-home” message:

In summarizing continuous data, we need to describe the central tendency and the dispersion.  Where the data are normally and symmetrically distributed, the central tendency is best described by the mean and the dispersion is best described by the standard deviation.  This is because these statistics have nice statistical properties that we'll touch on later.  

Because many biologic variables are NOT normally and symmetrically distributed, frequently the best choice to describe the central tendency is the median, and the distribution is described by percentiles.

So the "take-home" message is...

If you're not sure which is best, you're better off with the median (for central tendency) and percentiles (for dispersion).

III. 
Caveats


A.
What's wrong with the mean?

Imagine polling 8 members of an economically deprived community on their annual income.  The first 7 people are all under $9,000 dollars, but the eighth person has an income of $250,000.

The mean income of all eight people is over $37,000!  This in no way reflects the "central tendency" for income in the area.  There is no one with an income in this range--most are well below, but one person is significantly above.  The mean income excluding the rich person is a more realistic $6,600 dollars.

Using the median to indicate central tendency, we don't get into such trouble.  The median including the rich person is $6,950, and the median excluding this person is $6,800.  Both of these figures are reasonable for summarizing the central tendency for incomes in the area.  The median has the property of being robust--it wasn't thrown off much by having an "outlier" included.  Note also that the value of the median does not change if the rich person reports $500,000 per year instead of $250,000 per year.


B.
What's wrong with the standard deviation?

For the example above, the standard deviation excluding the rich person is $894.  When we include the rich person it jumps to $86,000.  By using percentiles (quartiles in the class example) one gets a truer picture of the underlying data distribution.


C.
To avoid using inappropriate statistics:



1.
Look at the data!  Plots are a must in analysis, and helpful in final presentation.



2.
Look for outliers and underlying causes for outliers.



3.
Evaluate appropriateness of summary statistics--are the data normally distributed so that mean and standard deviation are appropriate summary statistics?



You may note that many published papers don’t present their data in a way that allows you to scrutinize it as I suggest above.  However, a conscientious author will at least indicate in the text that the considerations cited above have been addressed.

Correlation coefficients


Used as "quick and dirty" means of measuring association between two continuous variables.  


If data are normally distributed, then Pearson correlation coefficient is appropriate.  If data not normally distributed, then Spearman ranked correlation coefficient is better.  The Spearman correlation coefficient is calculated just like the Pearson statistic except we use the ranked values instead of the actual values.  (Note analogy with mean and median.)

*Self-Assessment Exercise*

Biostatistics Problem


A. 
Enclosed is a list of the cholesterol levels, gender, and other variables for a previous U.C. Davis School of Medicine Class.  No identifying data are included to preserve anonymity.  I have put the values in order of the cholesterol level for each gender to make things easier.



1.
Let's see if there is a difference in cholesterol levels for men and women:




a.
Summarize the central tendency (mean, median, and mode) of the cholesterol values for men and for women separately.  Which value do you trust most, and why?




b.
Summarize the dispersion of the distribution for men and women separately using quartiles.  For those of you with a calculator having a statistical program, what are the standard deviations for men and for women?  What percentage of the population should be within one standard deviation of the mean?




c.
Calculate the standard error for each gender and a 95% confidence interval for the cholesterol.




d.
Make a 2 x 2 table showing the percentage of people having cholesterol above 180 by gender.




 
<180
>180
Total

                         Men

a (%)    b (%)
n (%)

                         Women     
c (%)
d (%)
n (%)

                         Total     
n (%)
n (%)
N (%)




e.
Note that the percentages can be column percents (i.e., adding up to 100% vertically) or row percents (i.e., adding up to 100% horizontally).  Which is more useful here?




f.
Are men or women more likely to have cholesterol values above 180?  Is this "significant?"
       U.C. DAVIS SCHOOL OF MEDICINE

        WOMEN                              


MEN




HEIGHT   
[CHL]
RANK
CATEGORY 
HEIGHT 
[CHOL]  RANK             CATEGORY

69.50     

99     
1   
<=180        
73.00    
 
99     

1  
<=180

61.00   
 
131     
2   
<=180        
74.00     

99     

2  
 <=180

65.00    

132     
3
<=180        
68.00     

99     

3   
<=180

70.00   
 
135     
4   
<=180        
68.00    
 
99     

4   
<=180

61.50   
 
136     
5   
<=180        
70.00    

107     

5   
<=180

65.00    

138     
6  
<=180        
73.00   
 
110    

6   
<=180

61.00   
 
139     
7   
<=180        
71.00   
 
112     

7   
<=180

64.50    

139     
8  
<=180        
69.00    

113     

8   
<=180

62.00    

140     
9   
<=180        
72.50   
 
114     

9   
<=180

63.50    

145    
10   
<=180        
74.00    

121    

10  
 <=180

65.00   
 
148    
11   
<=180        
69.50   
 
126    

11   
<=180

67.00    

149    
12   
<=180        
67.00    

127    

12  
<=180

63.00    

151    
13   
<=180        
70.00    

128    

13   
<=180

65.00    

159    
14   
<=180        
69.50   
 
128    

14   
<=180

65.00    

159    
15   
<=180        
74.00   
 
129    

15   
<=180

72.00    

165    
16   
<=180        
69.50    

131    

16   
<=180

60.50    

165    
17   
<=180        
70.50   
 
131    

17   
<=180

67.00    

165    
18   
<=180        
71.00   
 
133    

18   
<=180

68.00    

169    
19   
<=180        
73.00    

137    

19   
<=180

63.50    

169    
20   
<=180        
67.00    

138    

20   
<=180

62.00    

174    
21   
<=180        
69.00    

138    

21   
<=180

62.75    

176    
22   
<=180        
70.50    

139    

22   
<=180

60.50   
 
176    
23   
<=180        
70.00    

141    

23   
<=180

68.00   
 
181    
24    
>180        
66.00   
 
143    

24   
<=180

60.50    

188    
25    
>180        
68.50    

144    

25   
<=180

60.50   
 
188    
26    
>180        
66.00    

146    

26   
<=180

68.00   
 
191    
27    
>180        
70.00    

147    

27   
<=180

68.00    

209    
28    
>180        
68.00   
 
147    

28   
<=180

                                  



70.25    

150    

29   
<=180

                                  



67.00   
 
156    

30   
<=180

                                  



73.50   
 
156    

31   
<=180

                                  



69.00   
 
159    

32   
<=180

                                  



70.00    

160    

33   
<=180

                                  



70.50    

161    

34   
<=180

                                  



67.00    

164    

35   
<=180

                                  



71.00    

166    

36   
<=180

                                  



73.00    

171    

37   
<=180

                                  



66.50    

173    

38   
<=180

                                  



67.50    

178    

39   
<=180

                                  



71.00    

181    

40    
>180

                                  



72.00    

185    

41    
>180

                                  



70.00   
 
193    

42    
>180

                                  



69.00   
 
198    

43    
>180

                                  



71.00    

199    

44    
>180

                                  



75.00    

199    

45    
>180

                                  



73.50    

206    

46    
>180

                                  



70.00    

209    

47    
>180

                                  



66.00    

213    

48    
>180

                                  



67.00    

215    

49    
>180

                                  



70.00    

215    

50    
>180

                                  



70.00    
  
242      

51        

>180
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BIOSTATISTICS II

I. Goals and objectives

Earlier we discussed the descriptive role of biostatistics.  This second part will deal with analytic issues.  


1.
Describe the null hypothesis as the initial assumption for comparing populations. 


2.
Understand the P value and power.


3.
Learn which statistical tests are best for yielding the p value based on characteristics of the data being examined.

II. Comparing distributions
A.
So far, we have seen how to describe distributions with respect to central tendency and dispersion (for continuous variables) and for categorical variables.  For continuous variables, we can also gain an idea as to what the true mean of the population is by calculating a confidence interval for the observed mean.

B.
The next step is analytic--we need to ask whether the differences in means we observed between groups are (a) likely to be explained by simple chance or (b) represent a real difference.

C.
The real question of interest is: Are the means different (e.g., male vs. female cholesterol levels)?  In statistical analysis, we answer this question only indirectly.  Specifically, we ask: If there is no true difference in cholesterol levels between men and women, how likely is it that the difference we saw is due only to chance?  The initial assumption that there is no true difference is called the null hypothesis.  If the difference we saw is consistent with chance variation alone, then we accept the null hypothesis that there is no true difference.  If the difference we saw is too great to be explained by chance alone, then we reject the null hypothesis and accept that there is a true difference in means.

Put another way, the initial null hypothesis that there is no difference between the groups is sort of a "straw man."  We try to knock it down by showing that the difference we saw is so great that it's very unlikely to be due to chance alone.  If we are able to show this, then we reject the initial hypothesis and conclude there is a true difference.  If, on the other hand, the observed differences are consistent with just chance variation, then we accept the initial null hypothesis that there is no true difference.

D.
Note that we can still be wrong either way!  That is, we may find that the observed difference is very large and unlikely to be due to chance alone, so that we conclude there must be a real underlying difference---when in fact there isn't one. (This is known as a Type I, or alpha, error: concluding there is a true underlying difference when one doesn't really exist.  You need to worry about being fooled by a Type I error when a study is "positive", i.e., claims "there is a significant difference" between treatment groups.)  

Similarly, we may only see a small difference, find that this is well within what one would expect to see from chance alone, so that we conclude there is no true underlying difference---when in fact there is. (This is known as a Type II, or beta, error: concluding there is no true underlying difference when there really is one.  You need to be worried about being fooled by a Type II error when a study is "negative," i.e., claims "there is no significant difference between the treatments.")

We can't avoid these types of errors entirely, but we can describe how likely they are and try to minimize them through various means of study design.

III.  Avoiding errors: the "P" value and power. 
A.
What is the "P" value?

1.
The P value is the likelihood that the difference we observed based on our samples would occur under the null hypothesis that no true difference exists between the two populations.  (See above--this is the likelihood of a Type I error.) When the P value is low enough (by convention less than 5%), we reject the null hypothesis and declare that a "statistically significant" difference does exist.

Note that we still can be making an error in rejecting the null hypothesis on the basis of a P value of less than 5%.  (This would be a Type I error.)  For example, if we compare blood pressures between two groups of patients, one group on Treatment A and the other group on Treatment B, and find that the mean systolic blood pressure for the group on Treatment A is 145 and for Treatment B is 165.  We would do a statistical test and find that the P value is 0.045, or 4.5%.  This means that under the null hypothesis that no true difference exists, we would see such a large difference due to chance alone about 4.5% of the time.  Since this is less than 5%, we reject the null hypothesis and say that there is a statistically significant difference between the treatments, and Treatment A looks the better.  Nevertheless, the difference still could be due to chance alone and we could be making an error (Type I, right?).  The only way to evaluate this question is to put the study in the context of existing knowledge (e.g., other studies, understanding of the biology of the treatment regimens, etc.).

2.
What the P value is not:  It is a common misconception for readers to believe that a P value of 0.05 means that there is a 5% chance that the study results are wrong, or a 5% chance that there is no difference between the comparison groups.  In other words, the misconception is: "Given the difference we saw between the groups, there is a 5% chance that no real difference exists."  The converse, however, is the true statement: "Given that no true difference exists between the groups (note: this is the null hypothesis assumption!) we could have seen the difference we saw 5% of the time."

B. Understanding power

1.
Power is the ability of a study to detect a specified difference if one truly exists.  In other words, it describes the ability of the study to avoid a Type II error of missing a true difference.  Several factors influence the power of the study:

a.
Sample size as a practical matter is the most important.  If you're trying to determine whether Treatment A is better than Treatment B for blood pressure, and you only have 3 people in each group, one would not be surprised to find no statistically significant difference in blood pressure between the two groups.  It would be a mistake to declare on the basis of this small study that no difference exists between the two treatments, because the power is so low; i.e., it has poor ability to find a difference and declare it statistically significant because of the small sample size.

b.
The difference in means you're looking for is also important.  If the effect on blood pressure from medicine A is large (e.g., it drops everyone down around 110 systolic) and the effect of medicine B is small (blood pressure doesn't change at all for those on Medicine B) then you should observe a large difference in BP between the two groups, and it is more likely that something besides simple chance is operating.  I.e., the P value will be less than 5%, you will reject the null hypothesis of no difference, and declare treatment A superior.

c.
The intrinsic variation of the values (variance) is important.  For example, if the BP values in Group A have a mean of 130 with a "tight" distribution--perhaps ranging from 125-135--and the BP values in Group B are also "tight" but have a mean of 140, you can accept intuitively that the groups are different.  Although the mean difference is only 10 points, the distributions for each group are narrow and don't overlap each other at all.  In contrast, if the distributions for both groups are very wide and overlap each other a lot, intuitively it will be hard to argue the two groups are different, and the statistical testing will confirm this with a high P value that will not allow you to reject the null hypothesis of no difference.

d.
The P value you chose for rejecting the null hypothesis also affects the power.  Practically speaking, a P value of 5% for rejecting the null hypothesis is selected arbitrarily and usually is not changed.  However, if you rejected the null hypothesis at a higher value, say 10%, that means you are more likely to declare a difference when none exists (a Type I error) but less likely to miss a difference when one does exist (a Type II error).  I.e., the study is more powerful, or sensitive, but less specific. 

The “take-home” message:

Statistical analysis is limited in that it cannot directly answer the question: "Are these distributions different?"  Rather, we ask an indirect question: "If we assume that the distributions aren't different, how likely is it that the difference we see is due to pure chance?"  If the difference is just too great to be explained by pure chance, we conclude the distributions are truly different.

This process basically occurs in three stages:  

First, we state the null hypothesis.  "There is no true difference between these groups--any variation we see is simply due to random-chance sampling variation."

Second, we test this hypothesis to see if it's tenable.  (Conceptually speaking, if the observed difference between the sample groups are too great, it becomes very hard to argue that they're really is no difference and we're just seeing the effect of random variation.)  The most important test we use is our intuition!  LOOK at the data and make a decision as to whether you think the groups are truly different.  ONLY THEN, do a formal statistical test to obtain a p value.  The test we use depends on the situation, and we'll see which to choose from in the next session.  Nevertheless, all the test does is kick out a p value.  The p value just tells us how likely it would be to see a difference as large as we saw or greater if the null hypothesis were true.  All the p value does is put a number on your intuition.

Third, we accept or reject the null hypothesis based on the p value.

If we find that the observed difference is so great that is would be unlikely to occur by chance alone (i.e., less than 5% of the time), then our original assumption of no difference is untenable; we conclude that the distributions are different.  Otherwise, if the difference is small enough that it could be due to simple chance, we conclude that the distributions are the same.

IV. 
Analytic statistics-some examples
B.
Comparing two distributions of continuous data.

1.
A frequent statistical problem is to compare the distributions of two groups for a continuous variable.  Example questions are: Do patients treated with phenobarbital for status epilepticus stop seizing faster than those treated with diazepam?  Are female medical students shorter, on average, than male medical students?  Is blood pressure better controlled with Treatment A vs. Treatment B?  All of these involve searching for a difference in a continuous variable between two populations, and deciding if the observed difference is significant.

The simplest case involves comparison of two symmetrical, bell-shaped distributions.  For these types of distributions, we can describe the central tendency with the mean and the dispersion with the standard deviation.  Let's look at the height difference between male and female medical students as an example.  The statistical question is: "Is the mean height of female medical students different from that of male medical students?"  

Clearly, some difference in mean height will be observed, because it would be very unusual to have the values be exactly the same.  But is the difference "significant?"  It is unlikely to be clinically significant, but it may be statistically significant, implying that a height difference really does exist.  

2.
The most obvious way to answer the question of a height difference between male and female medical students is to measure the heights of all medical students in the land and compare males with females.  Obviously, this is not feasible, and so we end up taking a sample that is supposed to be representative of the underlying population of medical students.

The manner in which the sample is selected is a key point.  Ideally, it should be done randomly.  That is, all medical students are equally "at risk" to be selected and selection is done by pure chance.  If this is not done, then the sample may be biased, or not truly representative of the medical student population.  For example, if instead of randomly selecting a group from all medical students in the land we took a convenience sample of those who happened to be available in a classroom at U.C. Davis, we might end up with a biased sample for any number of reasons.  California adults may on average be taller than the national average, the day of testing may conflict with tryouts for the medical student basketball team, so that the taller students are unavailable for study, etc.  

A more clinical example:  if we wish to evaluate the intellectual function of children with epilepsy, we should not take a convenience sample of patients in a University Pediatric Neurology clinic.  These are likely to be the sickest patients, hence an unrepresentative sample.  Better to identify all children with epilepsy (if feasible) and randomly select a sample for study.

3.
Now that we have a manageable and representative sample for study, we can consider how to measure a difference between the groups and decide what it means.  The basic notion for most statistical tests is to start with the "null hypothesis."  The null hypothesis is that no real difference exists between the groups and any observed differences are just the result of random chance.  We then ask how likely it is under this hypothesis that we would have seen the difference we found.  If the chances of finding the difference we found are low enough (by convention less than 5%), then we reject the null hypothesis and accept the "alternative hypothesis" that a difference does exist between the two groups.

For the example of medical student heights, the null hypothesis is that no difference in heights exists between males and females.  We do observe a difference, of course, but how unlikely is the observed difference?  If the difference is small, it may well be due to chance.  If it's large, it may not be due to chance, and we may reject the null hypothesis.

4.
The statistical test we use to compare two group means is the T test.  It tells us how likely the observed difference in means between the two groups is under the null hypothesis.  If the likelihood is less than 5% of seeing such a difference when none truly exists (i.e., under the null hypothesis), then we reject the null hypothesis and declare that a statistically significant difference exists.  When we're comparing more than two groups (for example, average height among Californians vs. Germans vs. Italians) then an extension of the T test, analysis of variance (ANOVA) is used.

The T test is most valid when the data have a symmetrical and bell-shaped distribution.  When this is not so, it is better to use the Wilcoxon test, which effectively looks for a difference in median instead of mean.

C.
Analysis of categorical data

1.
Categorical data are analyzed in a slightly different way.  To illustrate, we may ask if the likelihood of having been born in California is similar for male and female medical students.  Under the null hypothesis of no difference in distribution, we would expect that if 55% of the male medical students were borne in California, that 55% of the female medical students were also born in California.  We can accept a small difference in distribution as being due to chance, but if there is a large difference, we will begin to question the null hypothesis and suspect that maybe there is a true difference in birthplace.  

2.
The statistical test that tells us how unlikely an observed distribution is under the null hypothesis is the Chi-square test.  It basically compares observed values with expected values to see how unlikely the observed distribution is.  If the chance of observing the difference found is less than 5% under the null hypothesis, then the null hypothesis of no difference in distribution between the two groups is rejected and the alternative hypothesis that a difference does indeed exist between the two groups is accepted.

V. Summary of statistical tests and their uses
The general function of all statistical tests is to yield a p value--i.e. indicate what the probability is that you would see such a difference between groups due to random chance if no true underlying difference exists.  Which test to use to get the p value depends on the type of data being evaluated, as shown below.

Continuous data for the outcome, or dependent variable (e.g., cholesterol, age, height):


T test: if data are normally distributed and you are comparing only two groups.



Example: cholesterol between men and women

ANOVA (Analysis of Variance): if data are normally distributed, but there are more than two groups.  

Example: cholesterol between Whites, African-Americans, and Native Americans

Wilcoxon: Just like the T test, except data are not normally distributed

Kruskall-Wallis: Just like ANOVA, except data are not normally distributed

Multiple linear regression: Allows one to examine the effect of several variables affecting the outcome, or dependent variable.

Example: Cholesterol level, accounting for age, gender, and ethnicity of subject.

Categorical data for the outcome, or dependent variable (e.g., alive vs. dead)

Chi-squared test: If you are comparing two or more groups)

Example: Mortality in women vs. men in the Donner Party.

Multiple logistic regression:  Allows one to examine the effect of several variables affecting the outcome, or dependent variable.

Example: Affect of age and gender and crop worked on developing dermatitis among migrant farm workers.

*Self-Assessment Exercise*

Biostatistics Problem
B. 
Referring to the example of cholesterol levels in men and women medical students:

1.
Which statistical test would you prefer to evaluate the difference in cholesterol levels between men and women medical students?

2.
How do you interpret the P value?



3.
What do you conclude regarding the difference in cholesterol levels?  Is it statistically significant?  Is it clinically significant?

A Review:
The Null Hypothesis and the p value in statistical testing:
The fundamental approach to answering the question, "Are two (or more) groups different?" can be viewed as a several step process.  The first step is to state your null hypothesis that there is no true difference between the groups.  Secondly, you test this hypothesis--is it tenable?  Thirdly, on the basis of the test result (i.e., the p value) you either accept the null hypothesis (concluding there is no difference between the groups) or reject it (concluding that there is a difference between the groups).  The steps and example below illustrate the process.

	Process
	Example

	Step 1.  State the null hypothesis: 

"The mean height of men and women is really the same."  

Thus, the difference we saw in mean heights is simply due to sampling variation (luck of the draw).
	We found that women were on average about 4" shorter than the men.   The null hypothesis we will test states that the true means for men and women are really the same--i.e., the 4" difference was due to simple chance.

	Step 2.  Test your hypothesis.  

First, use your intuition.  Look at the data

and see if you think there is a true

difference in height between men and women.  Once, you've reached a conclusion it's time for a formal test

(t test, Chi-squared, etc., depending on what type of data you have).  

This will yield a  p value that tells you the 

probability of seeing the difference

you saw or greater if there

is no true underlying difference (i.e., 

under the terms of your null 

hypothesis).
	Use the Wilcoxon because height is a continuous variable, and the data do not have a nice, normal, bell-shaped distribution.

	Step 3. On the basis of your test, accept or reject your initial null hypothesis.  

Your test yields p<0.05                                        

Your null hypothesis flunked the test! The difference you observed is so great that you would only see such a difference or greater 5% of the time or less if there were no true underlying difference (i.e., under the terms of your initial null hypothesis).  Therefore, this hypothesis is untenable and should be rejected  
        


   


	The p value was 0.03.  So, the difference was so great that if the null hypothesis were true, we would have seen a 4" difference or greater only 3% of the time or less.  

That's pretty unlikely, so my null hypothesis fails the test and appears untenable:  I reject it and conclude that here is a true underlying difference in heights between men and women. (Remember, you still could be wrong!  In truth there may be no real underlying difference between men and women in height--you just happened to pick some tall men and short women, and the joke's on you. This is a Type I error--erroneously rejecting the null hypothesis.  Think about this when you readstudies that report"statistically significant" (i.e., p<0.05) results.  Theymay be making a Type I error. 

	. . .OR. . .

	Your test yields p>0.05 

Fine, you saw a difference, but it wasn't very large and could reasonably have come about because of simple sampling variation.  There is insufficient evidence to reject my initial null hypothesis, so I must accept it.
	Well, we saw a difference, but it could have been due to sampling variation.  We can't reject our initial null hypothesis, so we must accept it and the conclusion that there is no true, underlying difference in heights between men and women.  (Remember, you could be wrong!  There could be a true difference, it's just that your study wasn't large enough to have the observed difference show up as statistically significant. This is a Type II error--erroneously accepting (or more accurately, failing to reject) the null hypothesis when it's false.  Think about Type II errors when you read studies reporting no difference between treatment groups.  There may truly be a difference, but the study was too small to detect it and has made a Type II error.
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